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Abstract 

Theories of musical protolanguage place the emergence of complex vocal learning 
prior to the referential relationship between signals and meanings that is necessary for 
propositional communication. This idea is consistent with comparative data showing 
that vocal learning readily evolves for reasons other than propositional communication, 
but it remains a challenge to account for the incorporation of referential meaning. Fitch 
(2010) suggests that meanings might become encoded in song as the result of a 
mnemonic pressure on song learnability. This dissertation reports the results of an 
iterated learning experiment that builds on the paradigm introduced by Cornish et al. 
(2013), testing whether cultural evolution can result in a cumulative association 
between sequences and contextual cues through a mnemonic pressure.  
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1 .Introduction 

 

1.1 Overview 

In the debate on the origins of our language capability, several authors have 

adopted a musical protolanguage hypothesis (e.g. Fitch, 2010; Mithen, 2005; Brown, 

2000), positing a stage in our evolutionary history in which there was selection for the 

ability to learn and produce complex vocalizations lacking propositional meaning. 

Musical protolanguage theories explain the large degree of overlap in the design 

features of speech and song (Hockett, 1960 c.f. Fitch, 2006), and are supported by 

comparative data on the evolution of vocal learning; this trait has repeatedly evolved in 

several clades of vertebrates (Fitch, 2006), suggesting that culturally transmitted 

systems of complex vocalizations readily evolve for purposes other than the 

communication of propositional information. In contrast, the property of vocalisations 

referring to entities (inherent to the communication of propositions) has limited scope 

in the animal kingdom and referential systems in nature tend to have little else in 

common with human language (Hurford, 2007). The combination of complex vocal 

learning and functional referentiality may be unique to humans, and it remains a central 

problem for a theory of musical protolanguage to provide a mechanism by which the 

expression of propositional meaning can be added to musical protolanguge. Although 

the ability to construct referential signals retrospectively provides a clear 

communicative advantage, evolution famously has no foresight (Gould, 1979) and it is 

not obvious how such an ability might arise, or be adaptive in a pre-linguistic 

community of agents because a propensity to share propositional information could not 
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have become the target of natural selection without the prior existence of a mechanism 

for doing so.  Fitch (2010) suggests that meanings might become encoded in signals as 

“mnemonic devices to help remember song” (p.494). This dissertation provides an 

empirical assessment of the claim that meanings could become associated with signals 

through a mnemonic pressure. Previous work in cultural evolution has shown that many 

properties of language can be understood by the nature of its transmission. The 

experiment reported here extends the paradigm described in Cornish et al. (2013), in 

which learners imitate complex visual sequences, with the addition of contextual cues to 

see whether a mnemonic pressure leads to a cumulative increase in association between 

transmitted signals and contextual cues in cultural evolution. The emergence of such an 

association between signals and cues could support the use of the signals for reference 

 

1.2 What is musical protolanguage? 

Modern language use requires the integration of a wide range of behavioural, 

cognitive, motor and social skills. Because of this, the study of its evolution benefits 

from an approach that recognises that different subcomponents of language may be the 

result of independent evolutionary events. Protolanguage is a general term for a 

hypothetical intermediate stage between ancestral communication and modern human 

language (its use in this context originates with Bickerton (1992)).  Musical variants of 

the protolanguage hypothesis (e.g. Fitch, 2010; Mithen, 2005; Brown, 2000) 

characterize this intermediate stage as a system of culturally transmitted (learned) 

complex vocalizations that might have been used in a variety of interactions (territorial 

defences, mating displays, group cohesion), but did not convey propositional 

information. Vocal learning of this sort has evolved independently in at least three 
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clades of vertebrates including birds (Marler, 1970, Tchernichovski et al. 2001), 

cetaceans (Payne & Payne, 1985; Tyack & Sayigh, 1997) and bats (Boughman, 1998).  

The ability to communicate about external referents, a prerequisite to 

propositional communication, also exists in the animal kingdom. Food calls, alerting 

conspecifics to the presence of particular kinds of food have been noted in a number of 

species including chimpanzees (Slocombe & Zuberbuhler, 2005), as well as alarm calls 

systems alerting conspecifics to the presence of particular predators, most famously in 

vervet monkeys (Seyfarth et al., 1980). But the co-occurrence of both vocal learning 

and functional referentiality in a single species seems to be uniquely human1  (Fitch, 

2010) so there is an open question of how these traits came to be incorporated into our 

communication system.  

Given that both vocal learning and referential communication exist elsewhere in 

the animal kingdom, what is the rationale behind the assertion that language developed 

out of learned yet meaningless song rather than out of innate, referential calls? Our 

closest primate relatives (chimps and bonobos) are not vocal learners but they do make 

use of food calls. Musical protolanguage theories thereby seem counter-intuitively to 

imply a discontinuity between human language and the communication system of our 

last common ancestor, essentially requiring two innovations rather than one. One reason 

to give musical protolanguage serious consideration is that language is not the only 

culturally acquired communication system that humans are in possession of that needs 

explaining. We also have music, and any theory which starts out with a referential call 

system would have trouble accounting for the existence of music in all human cultures 

(Nettl, 2000). Although some scholars are happy to view music as in incidental ‘perk’ 

of our language capability – an outgrowth with no evolutionary value of its own (e.g. 
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
1!Though!there!is!some!evidence!of!flexibility!in!the!use!of!food!calls!by!chimpanzees;!see!Schel!et!al!
(2013).!
!
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Pinker, 1999), the shared features of music and language are better explained by the 

existence of an ancestral stage that was neither fully musical nor fully linguistic in the 

modern sense. Another reason that call systems are unlikely as a precursor to human 

language is the limited way in which they manifest themselves. It is not only the 

vocalizations that are innate in these systems, but the meaning conveyed by them too2. 

There is a small degree of learning involved in restricting the call to appropriate uses, 

but animals with call systems are predisposed to make the call in response to a specific 

type of stimuli. Infant vervet monkeys over-produce their alarm calls, producing an 

‘eagle’ call in response to various other kinds of birds, or a ‘leopard’ call in response to 

other mammals, but they don’t produce ‘eagle’ calls in response to mammals or vice-

versa (Seyfarth & Cheney, 1980). In language, both the vocalizations and their 

meanings are culturally acquired, so despite the intuitive appeal of assuming continuity 

between call systems and language, it should be recognized that the supposed continuity 

is deceptively superficial. The assignment of referents to calls in a call system occurs on 

a vastly different time scale to language, the timescale of biological evolution, whereas 

humans acquire their languages anew at each generation.  

The features that are currently shared by music and language are thus assumed 

to have been present in the protolinguistic stage, whilst the features that are distinctive 

of one system or the other are assumed to have occurred later in evolutionary sequence 

(Brown, 2000). Table 1 gives an overview of the design features (Hockett 1960) 

characteristic of language, showing that most of them are shared with song. Song here 

follows the definition offered by Fitch (2006) as comprising only the non-instrumental 

and non-lyrical production of music. Lyrical music is excluded for the obvious reason 
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
2!This!is!not!entirely!true;!primates!can!learn!to!respond!appropriately!to!the!alarm!call!systems!of!
other!species!(Zuberbühler,!2000);!in!this!case!the!relationship!to!the!referent!appears!to!be!
learned,!but!this!flexibility!does!not!extend!to!the!production!of!learned!calls.!Apes!are!also!able!to!
acquire!and!use!referential!signals!in!the!gestural!modality!(SavageJRumbaugh,!1985)!but!this!is!
not!discussed!further!here!because!the!focus!is!on!vocal!learning.!
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that it is contingent upon language, whilst instrumental music is excluded because this 

is a discussion of vocal learning (though instrumental music would in fact only differ 

with speech on a further two features – use of the vocal-auditory channel, and 

interchangeability). 

 

Table 1: The design features of speech and song (after Fitch, 2006 c.f. Hockett, 1960). 

Design Feature of Language Shared with (vocal) song? 

Vocal auditory channel Yes 

Broadcast transmission Yes 

Rapid fading Yes 

Interchangeability Yes 

Total feedback Yes 

Specialization Yes 

Semanticity No 

Arbitrariness No 

Displacement No 

Duality of patterning No 

Productivity Yes 

Discreteness Yes 

Cultural transmission Yes 

 

The central difference between speech and song is semanticity – the other three 

features on which they differ (arbitrariness, displacement and duality of patterning) are 

all subject to an initial difference in semanticity, which hinges upon referentiality. To 

highlight the fact that referential use is at the centre of the difference between music and 

language, consider the example of whistled languages like Silbo Gomero. Silbo Gomero 

is a whistled transliteration of the spoken Spanish of Gomera island (Classe, 1957), 
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arising from the need to communicate across the difficult to traverse volcanic terrain of 

the island. The system of whistles is fully generative, with basic units standing in a 

partially conventional relationship to the vowels and consonants of Spanish (Rialland, 

2005). Any proposition that can be expressed in Spanish can thus also in principle be 

expressed using the Silbo. In fact, Silbo Gomero conforms to all the traditional design 

features of language (Table 1, above) and yet there is a sense in which its formal 

properties are very unlike language. Although whilstled languages make use of the oral 

modality, the whistles cannot convey the full range of acoustic information delivered in 

speech. To a naïve listener, Silbo Gomero is unrecognisable as a language (in fact it 

bears an uncanny resemblance to birdsong) and is processed in non-linguistic areas of 

the brain to language, but for those who use the whistle (silbadores), it activates cortical 

areas that are correlated with speech perception (Carreiras et al., 2005).  

 

1.3 Non-propositional communication 

I have stated that musical protolanguage lacked propositional meaning, but what 

exactly is meant by this? What is a proposition, and what does non-propositional 

communication look like? The precise definition of a proposition is philosophically 

contentious but for our purposes it should be enough to note that propositions are not 

specifically linguistic entities (the same proposition can be expressed by many different 

utterances) and that propositions stand in a truth relation to the world (that is, they can 

be true or false) (Cruse, 2000).  

The communication of propositional information comprises a large chunk of our 

language use, but it is not the only type of meaning conveyed in language. This is 

evidenced by the fact that just as the same proposition can be represented by many 

different sentences, the same sentence, uttered in different contexts, convey different 
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overall meanings:  In response to the question "What do you do?" the utterance "I am a 

student" conveys a simple proposition - that the speaker studies at an institution of 

higher education.  A rather different question "Do you want to sign up to make a 

regular donation to the Bigfoot Search (BS) Foundation?" can be answered with the 

same string of words – the same sentence, which will still convey the same proposition - 

that the speaker is a student - but in the second scenario it is likely to additionally 

convey that the student has no intention of making a financial contribution to the search 

for Bigfoot, whilst also implying that the reason for not doing so is a lack of money. 

None of that information is contained within the string that is spoken, but it is 

nonetheless an important part of the meaning conveyed by the utterance. If the listener 

fails to recover this information from the utterance, communication could be said to 

have failed.  

This second type of meaning is usually studied under pragmatics, and in 

language, the propositional content of an utterance and its pragmatic component are 

often strongly tied to one another. It is possible to understand from a person’s tone of 

voice that they are being sarcastic, but unless you can also interpret the proposition, you 

will not have fully understood the proposition, and vice versa. However, not all 

utterances actually have a propositional component – every language has a small 

number of high frequency items that convey no proposition at all, whose meaning is 

entirely pragmatic. Most interactions both begin and end with a phatic greeting like 

‘hi’.  The utterance ‘hi’ cannot be said to be true or false, and greeting someone is a 

purely dyadic interaction, involving the role of signaller and receiver without mention to 

any external referent (Hurford, 2007). Although many greetings are etymologically 

derived from utterances with referents (like Australian ‘G’day’, British ‘alright’, US 

‘howdy’), speakers do not usually have this in mind at the point of uttering a greeting, 
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and in cases like ‘hi’, ‘ey-up’, and ‘yo’, there is clearly no external referent. These 

dyadic interactions are only a subset of human linguistic behaviour, but for many other 

species, interaction only occurs in a dyadic manner. Mating calls and territorial displays 

function to attract and repel conspecifics, but they do not do so by reference to anything 

external – there are only two roles involved in these interactions: The signaller and the 

receiver (note that multiple individuals can simultaneously be in the role of receiver, as 

when many females react to the song of a male).   

All of this is not to say that non-linguistic creatures (such as infants, non-human 

animals, or our protolinguistic ancestors) are not capable of propositional thinking. In 

sequential terms, it has been strongly agrued (e.g. Hurford, 2007) that the ability to form 

proposition-like structures must have evolved before the ability to talk about them did, 

and there is broad-ranging evidence that non-linguistic beings possess complex 

conceptual representations, including proposition-like beliefs about the world 

(Bermudez, 2003). The protolinguistic ancestor is conceived of as being capable of 

entertaining proposition-like thought (having concepts which stand in a truth relation to 

the world, like ‘there is a lion over there’) but lacking the means (or the desire) to 

communicate about these thoughts. Interaction proceeded in a dyadic manner and to the 

extent that musical protolanguage was meaningful, it was in meaningful in a non-

referential capacity.  

The incorporation of the referentiality necessary for propositional 

communication is a question that has not been thoroughly addressed by proponents of 

musical protolanguage. Mithen (2005) formulates his ‘hmmmm’ model of musical 

protolanguage as a system of utterances that are ‘holistic, manipulative, musical, multi-

modal and mimetic’. The two parts of this that are connected to meaning are ‘holistic’ 

and ‘manipulative. By ‘manipulative’, he simply means that utterances perform dyadic 
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functions like greeting and warning. By ‘holistic’, he is concerned with the relationship 

of the contents of the message to its form. A central feature of modern language use is 

compositionality, where the meaning of an utterance is a function of the meaning of its 

parts and they way they are put together. Not all language is compositional. A holistic 

utterance is one in which the meaning of the utterance cannot be broken down or 

attributed to smaller parts, including idiomatic expressions like “kick the bucket” (see 

Wray, 2002). In Mithen’s model, all utterances lack compositionality. He gives some 

examples of the types of meanings conveyed by utterances in his model, including ‘hunt 

deer with me’, ‘hunt horse with me’ and ‘meet me at the lake’ (p. 172), stressing that no 

sub-part of utterances would refer to subparts of the intended meaning – there would be 

no part of the utterance that meant ‘deer’, or ‘with me’, drawing on the model of holistic 

protolanguage described by Wray (e.g. 1998). He contends that his model does not 

contain ‘words’, but the meanings that he attributes to utterances in his model all 

contain elements of referring to entities (horse, deer, the speaker) activities (hunting, 

meeting) and locations (the lake) and thus already represent a significant departure from 

what musical protolanguage is taken to be here. He concludes this part of the discussion 

by pointing towards computational work (Kirby, 2001; Kirby and Christiansen, 2003) 

showing how the transition from a holistic system to a compositional one results from 

cultural transmission3 but the question of how (holistic) reference came to be a part of 

protolangage in his model goes almost entirely undiscussed.  

Brown’s (2000) ‘musilanguage’ model also incorporates referential meaning, 

though Brown is more explicit about this, stating that musilanguage would have 

consisted of ‘referentially expressive vocalizations’, which he links to referential alarm 

call systems. The vocalizations he that imagines create distinctions in meaning through 

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
3!Since!the!publication!of!Mithen’s!book,!this!work!has!been!extended!to!experimental!work,!e.g.!
Kirby!et!al.!(2008).!!
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the use of discrete level tones like those found in music, and those that he argues to be 

(underlyingly) part of tonal languages (which in practice do not use level tones but 

depend on relative pitch). Nonetheless, he observes that the majority of the world’s 

languages are tonal and that diachronic shifts seem to occur in the direction of tone-loss 

(Dediu & Ladd, 2007).  The inclusion of referential meaning in his model seems to stem 

from his original contention that the shared features of modern music and language 

must have been shared in the ancestral system. This in fact makes the inclusion of 

referentiality a little odd given that referential meaning is not usually considered to be a 

part of (non-lyrical) music, but in any case, its inclusion in his model means that its 

origin goes unaccounted for.  

Unlike Mithen and Brown, Fitch (2010) (see also Fitch (2007)) is mindful of the 

problem that referentiality poses, and in his own account of the transition from musical 

protolanguage to language he addresses it predominantly by considering the types of 

selective pressure that could lead to the emergence of propositional communication. He 

begins by noting that vocal learning is frequently a sexually selected trait. Sexual 

selection is unlikely to underlie human language because sexually selected traits 

generally exhibit high levels of sexual dimorphism; in is often only the males who sing 

in other vocal learning species (see Price, 2013) but human language and musical 

abilities are equally developed in males and females. Sexually selected traits also tend 

to appear with the onset of puberty, whilst human language and musical abilities begin 

to develop much earlier. Citing the extensive literature on infant directed speech and 

‘motherese’, Fitch identifies kin selection as an explanation for vocal abilities that are 

not restricted to one sex, suggesting that propositional communication was driven by 

the pedagogical sharing of information between mother and child (for a detailed 

consideration of this point, see Zawidzki (2006)). In doing so, he is predominantly 
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concerned with accounting for the desire to share information, but says relatively little 

about how the ability to convey propositional information might have become encoded 

in the first place. A propensity to share information could not have become the target of 

selection without a prior mechanism allowing signals to have referents. He does, 

however, offer a brief statement that signals would be “informative only in personally 

idiosyncratic ways, perhaps as mnemonic devices to help remember the song” (p. 494), 

followed by the suggestion that children might (mistakenly) interpret their parents’ song 

as meaningful, essentially creating meaning where none was intended.  

The idea that ‘meaning’ might arise as a mnemonic device is empirically 

testable in modern humans, and if we assume uniformity of process (Newmeyer, 2002) 

can be extrapolated to the protolinguistic situation. Given the view that both vocal 

learning and propositional-like mental structures existed in a proto-linguistic ancestor, 

the first logical step towards a referential relationship between the two is a simple 

association between a signal and a referent. This association would not need to be 

publicly shared in the first instance, but could later be exploited in an intentional, 

communicative way. Although Fitch attributes these initial associations to infants, this 

is not crucial to the idea that reference could originate from a mnemonic pressure. The 

experiment described in section 2 abstracts away from these notions of natural selection 

to test the simple idea that sequences and cues can become associated through a 

mnemonic pressure on the learnability of complex signals.  

 

1.4 Explanations from cultural evolution 

Mesoudi (2011) describes a gag from The Simpsons, in which a rumour started 

by Bart Simpson “I heard Skinner say the teachers will crack any minute” passes 

through a crowd and comes out the other end of unmodified except for the addition of 
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three words to the end of the sentence: “Skinner says the teachers will crack any minute 

purple monkey dishwasher” (p.141). The humour in this gag seems to stem from the 

incongruence of this sentence with our prior expectations about how information 

changes as a result of being transmitted from person to person. The effect that cultural 

transmission has on systems which undergo it has been the subject of a large body of 

recent experimental and computational work testing these intuitions, showing that many 

features of language can be understood as resulting from the process of cultural 

transmission. Kirby (2001) models the transition from holistic to compositional 

signalling, later replicated in an experiment using human participants (Kirby et al. 

2008), showing that compositionality can emerge as the result of a pressure for 

learnability whilst maintaining expressivity. Computational work on the evolution of 

phonological inventories (Zuidema and de Boer, 2009) has shown that inventories of 

maximally distinct phonemes (similar to those found in the languages of the world) 

result from contrasting functional pressures for ease of articulation and ease of 

comprehension. In recent experimental work, a pressure on the identifiability of social 

groups caused the visual characteristics of spaghetti towers to become more and more 

distinctive (Matthews et al. 2012), consistent with ideas about dialects in vocal learning 

species (Marler, 1970). The effects of cultural evolution have even been shown in a 

chain of baboons (Cladiere et. al, 2014). Baboons are not a cultural species in the wild, 

which reinforces the notion that the properties of systems that emerge from cultural 

transmission result from the nature of cultural transmission itself and not just from the 

minds of the individuals reproducing them.  

The central observation that emerges from all of these examples is that culturally 

transmitted systems evolve to maximise their own transmissibility. They do not do so at 

random, but do so in a manner that reflects the type of the constraints that are placed 
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upon the system. Cornish et al. (2013) present an experiment that shares crucial features 

with the musical protolanguage that is under discussion, involving the cultural 

transmission of potentially complex yet meaningless sequences with a simple pressure 

on their learnability. Their paradigm is based on a children’s game from the 70s called 

the Simon game, a toy with 4 coloured buttons that light up in a sequence that players 

try to reproduce. Cornish et al. adapted this game to an Iterated Learning Framework by 

having participants complete many trials and using their responses to train the next 

generation of participants. The sequences in their experiment, which were random in the 

first generation, increase in structure over the generations, and originally independent 

sequences in a transmission chain come to act as a system: Sequences taken from the 

end-generations of each chain are easier for naïve participants to reproduce when 

presented alongside other sequences from the same chain than when presented 

alongside sequences from another lineage. The current experiment extends the paradigm 

described by Cornish et al. in two ways. The first is the addition of contextual cues. 

Contextual cues were added by having three subtly different variants of the interface 

(but not telling participants about this), to see whether sequences would become 

cumulatively associated with the context they appeared in. Such an association would 

represent a first step towards a relationship of reference between a culturally acquired 

signal and a potential meaning, providing an empirical evaluation of the claim made by 

Fitch (2010) that meaning could be incorporated into a system through mnemonic 

pressure. The second modification is that the current experiment also collected 

information about the timing of responses, to allow an analysis of the rhythmic 

properties of participant responses. It is hypothesized that a) sequences in this 

experiment will evolve to become more learnable and more structured, replicating the 

results obtained by Cornish et al. (2013), b) this increase in structure will be reflected in 
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the rhythmic properties of participant responses and c) sequences will diverge in a 

manner that reflects the contextual cue alongside which they are transmitted. 

 

2.Methods 

2.1 Design 

The experiment uses a transmission chain paradigm (see Mesoudi, 2011), a 

design widely used in cultural evolution experiments in which learners arranged into 

generations are trained on the output of previous learners (figure 1). There were 4 

transmission chains of 10 generations each. The manipulated variable was contextual 

cue, with dependent measures of error, structure and rhythm (described in section 3). 

 

 

Figure 1: schematic of a transmission chain. Each participant is trained on the output of the previous 
participant except the first, who is trained on random input. 
 

2.2 Participants 

49 students ranging from age 18 to 57 were recruited through the University of 

Edinburgh’s Careers Service (http://mycareerhub.ed.ac.uk) to take part in the 

experiment, and were compensated £6 for their time (approx. 45 minutes). Data from 9 

of these participants was discarded due to experimenter error, and a further 9 

participants were recruited to replace this data. The mean age of participants in the final 
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sample was 25.4, std dev 6.5. There were 13 male and 27 female participants and all 

reported having normal colour vision. Participants were allocated to one of four 

transmission chains (ABCD) of 10 generations each in order of participation, but were 

not aware of the experimental design until after completing the experiment, and so were 

neither aware that they were being trained on the output of previous learners, nor that 

their answers would be used to train future participants. Ethical approval for this 

experiment was granted by the department of Lingustics and English Language (Ethics 

reference: “Kirby Stewart simon game”). Example consent forms, post-test 

questionnaires and de-brief sheets can be found in the appendix. 

 

2.3 Apparatus and Materials 

  Apparatus  

The experimental interface was coded in python4 and presented on a touchscreen 

device (iPad). The interface is based on a children’s game from the 70s called the 

Simon game, which was adapted for experimental use in an Iterated Learning 

framework by Cornish et al. (2013). The display consists of 4 coloured buttons that light 

up to display the sequences. Participants use the same 4 buttons to respond, and an 

additional white button in the middle which participants use at the end of each trial to 

signal the end of their answer. An illustration of the display is shown in figure 2.  

 

 

 

 

 

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
4!I!am!grateful!to!Simon!Kirby!for!providing!the!code!for!the!experiment,!based!on!Cornish!et!al.!
(2013).!
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     (a)  

 

 

(b) 

 

Figure 2: Schematic of the display. The four coloured buttons of the display (a) light up in a sequence (b) 
which participants attempt to reproduce, using the white button in the centre to submit their response. 
 

Stimuli: Sequences and Cues  

The sequence set consisted of 60 sequences. The sequences that were presented 

to the first participant in each chain were each generated to be 12 units in length with 3 

units of each colour (red, blue, green, yellow) appearing in a random order, thus 

ensuring that the initial sequence set consisted of independent and unstructured 

sequences. Subsequent generations received sequences produced by the preceding 

generation.  In addition to the sequences, learners were provided with a contextual cue 

at each trial (figure 3): the button that participants used to signal the end of their answer 

varied over three shapes (square, circle, cross).  The assignment of sequences to cue 

condition was random in the first generation (20 sequences under each cue) and cues 

were subsequently transmitted along with the sequence.  
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Figure 3: The button that participant used to submit their response varied over three shapes (circle, cross, 
square) acting as a contextual cue. 
 

2.4 Procedure 

  The experiment was carried out in experimental booths. Participants were given 

both written and oral instructions, and were given the opportunity to ask questions 

before beginning the experiment. The instructions given to participants did not make 

any reference to the contextual cues. At each trial, learners saw the 4 coloured buttons 

of the display light up in a sequence, and attempted to reproduce the sequence by 

tapping it back on to the display, receiving feedback in the form of an accuracy score5 

after each trial. Each participant saw and reproduced the entire sequence set of 60 

sequences in two randomized blocks, completing a total of 120 trials. The first block of 

trials served to familiarize participants with the procedure and the sequences; only 

responses produced during the second block of trials were transmitted to the subsequent 

generation. In order to prevent obvious mistakes or attempts to skip a difficult trial from 

being passed on to subsequent generations, the button participants used to submit their 

responses did not become active until they had reached a lower bound of 7 units.  

Response coding:  All data was written to a plain text file by the experiment interface in 

a format that allowed it to be read directly into Python for subsequent analysis. Each 

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
5 Accuracy was measured using Levenshtein’s (1996) edit distance, normalized for string legth. This 
metric is described in more detail under the Learnability heading of the results section.  
!
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participant’s data was stored in three lists: the first list contained all the sequences the 

participant saw, in the order presented to them. Sequences were stored as a list of 

integers corresponding to each colour (so that the sequence 'red, blue, yellow, green' 

would be stored as  [0,1,2,3]). A second list contained the participant's responses in the 

same format, and a third list contained timing information, recording each touch event, 

measured in seconds (to 15 decimal places) since the onset of the response. 

 

3.Results 

  Sequences were analysed in the first instance to determine whether they had 

increased in structure and learnability, replicating the results obtained by Cornish et al. 

(2013). Further analysis explored the effect of the contextual cue to determine whether 

sequences transmitted alongside different cues had diverged from one another on any of 

the measures obtained for the sequence set as a whole.  

  3.1 Learnability (transmission error) 

  Sequences that are easier to learn are expected to produce lower error scores 

than difficult sequences. To assess whether sequences had become easier to learn, 

transmission error was computed using Levenshtein’s (1966) edit distance, which 

counts the number of substitutions, deletions and insertions needed to transform one 

string (the sequence seen by a participant) into another (the participant’s response), 

normalized for string length (Kirby et al., 2008).  This returns a value between 0 

(identical strings) and 1 (maximally distinct strings). The intergenerational edit distance 

was calculated for each sequence in the sequence set and these values were averaged 

over all sequences in a set, producing a single transmission-error score for each 

generation of each chain. Transmission error averaged over the four transmission chains 

is shown in figure 4. Sequences in the initial set produced an average error of .44, 
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decreasing to .21 on the sequences in generation 9. A transmission error score for 

sequences produced in generation 10 is not available, as these were not transmitted to a 

subsequent generation. Page’s L trend test confirms this decrease in transmission error 

to be significant both including the initial generation (which was not produced by 

participants) (L = 1393, m = 4, n = 10, p < .001) and excluding it (L = 997, m = 4, n = 9, 

p = 0.01).  

 

Figure 4: Transmission error of the sequence set averaged across the four chains. Error bars represent 
bootstrapped 95% confidence intervals. Generation 0 represents the initial sequence set which was not 
produced by participants. Transmission error for sequences produced in generation 10 is not available, as 
these were not transmitted to further participants. 
 

To assess whether sequences in each cue condition had diverged from one 

another in their relative difficulty, the similarity of the transmission error scores 

contained in each condition was compared to a distribution sampled from a Monte Carlo 

simulation using 10,000 shuffled partitions of the same data. (i.e comparing the 

similarity of scores on 20 sequences drawn at random from the set, rather than the 20 
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sequences sharing a cue). Counting the number of times that transmission scores were 

more similar to one another in the veridical cue condition than in random partitions 

provides a probability for the distribution of transmission scores under each condition. 

If learnability scores are more similar to one another in cue conditions than in random 

partitions, this would represent a simple form of association between the cues and 

‘learnability’ such that the features ‘easy’ or ‘difficult’ might become exaggerated in a 

manner that could be exploited to refer to the cue.  p-values from the Monte Carlo 

simulation were all above 0.5, except for cue 0 in generation 5, likely to be a chance 

occurrence, especially as it is not transmitted to subsequent generations.  

 3.2 Length 

  It was predicted that sequences would become easier to learn and more 

structured. A possible explanation for an increase in learnability is that participants 

simply omitted parts of sequences that they could not remember, resulting in shorter and 

easier to reproduce sequences. There was a lower bound on sequences imposed by the 

experiment interface, but it is possible that sequences shortened within this margin. The 

average length of sequences was computed at each generation in order to rule out the 

possibility that sequences were simply becoming shorter. The average length of 

sequences across the four chains is shown in figure 5, which appears to show a trend in 

the opposite direction: sequences appear to be getting longer rather than shorter. 

Sequences in the initial set were not produced by participants, and these all had an equal 

length of 12 units. The average length of sequences increases to 15 in generation 8 (the 

longest sequence produced in generation 7 was 58 units long) and sequences in the final 

generation return to a mean length of 12 units. A Page’s L trend test did not find this 

apparent increase in length to be significant when including the initial set (L=1667, 
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m=4, n=11, p=0.12), but it is borderline when excluding the initial set (L =1298, m=4, 

n=10, p=0.05). 

 

Figure 5: Average length of sequences across the four transmission chains at each generation. Error bars 
represent bootstrapped 95% confidence intervals. Generation 0 is the initial set of sequences that were not 
produced by participants. 
 

  Length was further examined to assess whether sequences in different cue 

conditions had more similar lengths than sequences drawn at random, as this is another 

feature that could potentially be exploited for reference (e.g. ‘short’ means ‘circle’). 

This was tested using Monte Carlo methods, following the same procedure as described 

above for transmission scores, but comparing sequence lengths rather than transmission 

error. The results of the Monte Carlo simulation show that sequence lengths were not 

more similar to other sequences from the same cue condition; p-values were above 0.5 

for all cues at all generations.  
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3.3 G 

  The amount of structure present in the sequence set at each generation was 

quantified using the redundancy statistic G (Jamieson and Mewhort, 2005), which 

measures the sequential constraint in a set of sequences. G is computed using 

Uncertainty (U) (Shannon and Weaver, 1949 in Jamieson and Mewhort, 2005): 

 

! = !− !!" !!"#!!!!"
!

!!!

!

!!!
 

 

where pij is the probability of j following i in a sequence and n is the number of symbols 

in the set (in this case the 4 colours plus a sequence boundary symbol). The redundancy 

of a sequence set compares the uncertainty in the set, U(sequence set) against the 

uncertainty in an equivalent but unconstrained set, U(unconstrained): 

 

! = 1− !!(!"#$"%&"!!"#)
!!(!"#$"%&'()"*+) 

 

This is a way of detecting small repetitions and iterations in the sequences that 

would enable a learner to increase recall by exploiting chunks of repeated information. 

G returns a value between 0 and 1, with higher values indicating higher redundancy, or 

more structured sequences. Figure 6 shows G averaged across the four transmission 

chains. G for the sequences in the initial sets, which were not produced by participants 

was .06 increasing to. 19 in the final generation. Page’s L finds this increase to be 

significant both including (L =1890, m =4, n =11, p <.00001) and excluding (L=1406, 

m=4, n=10, p <.0001) the initial set, which was not produced by participants.  



! 25!

 

Figure 6: G averaged over the 4 transmission chains. Error bars represent bootstrapped 95% confidence 
intervals. Generation 0 represents the initial sequence set which was not produced by participants. 
 

To assess whether the amount of structure present in each cue condition was 

different under each different cue condition, Monte Carlo methods were used as 

described above, comparing G in each cue condition to G on 10,000 random partitions. 

If sequences are more predicable in the cue conditions than in random partitions, this 

would indicate structural similarities in the cue conditions that could potentially be 

exploited for referential use. The Monte Carlo simulation shows that this is not the case. 

p-values are higher than .05 for each cue condition at every generation.  

 3.4 Dispersion 

  A second measure of structure was dispersion, which assesses how similar 

sequences are to one another (how dispersed the set is). The measure of dispersion 

makes use of the same metric of normalized Levenshtein edit distance that was used to 

compute Learnability above, but rather than computing the intergenerational error 
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produced on each sequence, pairwise comparisons are made between all sequences in 

the set, and averaged across the sequence set to give a score of dispersion ranging from 

0 to 1, where 0 would represent a set of identical sequences and 1 would indicate a 

maximally dispersed set.  Dispersion is expected to decrease over generations, as 

sequences become more similar to other sequences in the set. Dispersion averaged over 

the four transmission chains is shown in figure 7. Dispersion decreased from .61 in the 

initial (randomly generated) sequence set to .53 in the set produced by the final 

participant. This decrease in dispersion is significant when including the first generation 

(L=1786, m=4, n=11,p<0.001), but borderline excluding it (L=1302, m=4, n=10, p 

=0.05). 

 

 

Figure 7. dispersion averaged over the four chains. Error bars represent 95% confidence intervals. 
Generation 0 represents the original sequence set, which was not produced by participants.  

 

To assess whether sequences in each cue condition were more similar to one 

another than to other sequences in the set, Monte Carlo techniques were used to 
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compare the dispersion of sequences under each cue condition to those obtained on 

10,000 random partitions of the same data. If sequences are more similar to one another 

in the cue conditions, the dispersion of the cue-set is expected to be lower than the 

dispersion of randomly constructed sets. The p-values from the Monte Carlo show that 

this is not the case, with no significant p-values at any generation.  

  3.5 Rhythmic structure 

It was hypothesised that sequences which contained obvious structure might be 

produced by participants with rhythmic breaks, revealing the structure that participants 

had perceived from the sequence (sequences were always presented to participants 

isochronously). In order to assess whether this hypothesis was correct, sequences were 

segmented into their component rhythmic sections in the following way: an average 

interval duration was calculated for each sequence, and sequences were 'chopped' at the 

locus of any intervals that were more than one standard deviation longer than the mean 

interval for that sequence (figure 8).  

(a)!!

!
subjective!structure:!! [ybrg]'[ybrg]'[yrb]!
actual!segmentation:!!!!! [ybrg]'[ybrg]'[yrb]!

!
(b)!

!
subjective!structure:!! [gybr]'[gybr]'[g]!
actual!segmentation:!! [gybrgyb]'[r]'[g]!

!
!
Figure 8: Vizualization of the time course of two sequences. White space represents length of intervals. 
For sequence (a), segmentation corresponds to the subjective structure perceived, but for sequence (b), 
the perceived structure is!lost!through!the!segmentation!process.!!
!
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This effectively divided sequences into smaller sequences wherever a participant 

took a longer pause than was typical, resulting in a larger number of tokens from 60 

sequences. Repeat tokens were then counted: if pauses in the response align with 

structure (figure 8 (a)), chopping sequences at intervals should result in a number of 

repeated tokens. To assess whether the number of repeated tokens was above the level 

expected by chance, a Monte Carlo simulation was carried out comparing the number of 

repeated tokens in the set that was split according to pauses in the timing information to 

the number of frequently repeated tokens in a set split into the same number of tokens at 

random points in the sequence. If the pauses correspond to structural units, the number 

of repeated tokens is expected to be higher when the strings are segmented according to 

the timing information than when segmented at random. p-values from the Monte Carlo 

simulation were not significant at any generation, suggesting that pauses in the response 

do not align with structural features (figure 8 (b)).  

An alternate hypothesis is that pauses in a response represent points at which 

participants were unsure of how to proceed- if this were the case, more structured 

sequences that were easier to recall would be produced with fewer pauses. This was 

assessed using a measure of rhythm called nPVI (1) (normalised pairwise variability 

index) (Patel & Daniele, 2003) which measures the durational variability contained in 

sequences:!

 
 (1) 

!"#$ = ! 100! − 1
!! − !!!!!
!! − !!!!!

2

!!!

!!!
!

 

 

 where m is the number of intervals contained in a sequence, and dk is the duration of the 

kth interval. This returns a value between 0 and 1, with higher values indicating more 



! 29!

variability. nPVI was calculated for all sequences and these were averaged to produce a 

single nPVI value for each generation 6 . If participants produce more structured 

sequences more confidently and with less pauses, nPVI is expected to decrease over the 

generations. nPVI averaged across the four transmission chains is shown in figure 8, 

showing that the durational variability of sequences does not decrease across 

generations (L = 1257, m =4, n = 10, p = .19) 

 

Figure 8. nPVI (normalised pairwise variability index) averaged across the four chains. Error bars 
represent bootstrapped 95% confidence intervals.  

  

  3.6 Colour stability 

To see whether the distribution of colours remained stable, the proportion of red, 

blue, green and yellow units in each sequence was calculated for each string and 

converted to a percentage. The average proportion of colours averaged cross sequences 

in each condition are shown in figure 9, which displays each cue condition separately. It 

is clear from this figure that any slight preferences for one colour over another are 

!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
6!Due to an issue with the coding of responses (explained in section 4), there were some durational 
differences of 0.0 in chainB. In one case there were two adjacent 0.0 values. In order to be able to 
calculate nPVI these were replaced with .1 x 10-14 (to avoid division by zero).  
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consistent across the sequence set and do not differ between cue conditions. Because the 

distribution of colours was so stable, no further analysis was made into colour 

distribution. 

 

 

Figure 9: The distribution of colours in each cue condition (0,1,2) and each chain (A,B,C,D) 
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4.Discussion 

 As predicted, sequences became easier to learn at each generation (figure. 4), but 

did not become shorter (figure 5). Instead, they increased their learnability by becoming 

more structured (figure 6) and less dispersed (figure 7). This replicates the results 

obtained by Cornish et al. (2013) and supports hypothesis (a). It is worth noting that the 

drop in dispersion (figure 7) between the initial sequence set and those produced in the 

first generation is a considerably larger drop than that reported by Cornish et al. (2013) 

(G also increases a lot in the first generation (figure 6), but this measure was not 

reported in Cornish et. al so no comparison can be made). This might have been due to 

the addition of the contextual cue distracting participants from paying close attention to 

the sequences, but accuracy scores did not differ significantly from those reported by 

Cornish et al. A closer examination of the data reveals an explanation for the size of the 

drop in dispersion: in one of the chains (B) the first participant produced a lot of 

identical sequences which bore no resemblance to the sequences they saw. As was 

noted earlier, participants were unaware that their responses would be used to train 

future participants. It appears that on trials where this participant was not confident of 

their ability to reproduce the sequence, they simply went around the display in circles. 

Thus the drop in dispersion can ostensibly be attributed to a single participant. 

  The second hypothesis (b) was that structure contained in sequences would be 

visible in the time course of participant responses, with pauses in the response 

corresponding to structural breaks (as in figure 8). This would have provided an 

additional dimension for analysis in future work, but is not supported by the data. The 

alternate hypothesis, that participants responded more isochronously to more structured 

sequences, is not supported either (figure 9). Instead, the vizualizations (see appendix) 
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appear to show that the rhythmic properties of sequences are idiosyncratic to each 

participant.  

  Hypothesis (c) was that sequences transmitted alongside different cues would 

diverge through cumulative evolution to reflect the contextual cue alongside which they 

were transmitted. If sequences under each cue condition had been more similar to one 

another than to other sequences in the set on any of the dependent measures, this would 

represent an association between sequences and their cues that could form the basis for 

reference, lending support to Fitch (2010)’s hypothesis that a mnemonic pressure could 

lead learners to inadvertently create meaning where none was intended. Monte Carlo 

simulations show that sequences under different cue conditions were not less dispersed 

than sequences drawn at random from the set (p. 26), nor were they more structurally 

similar (p.24). They also did not diverge in their relative difficulty (p.20) or length 

(p.23) and thus it appears that hypothesis (c) is not supported by these data. However, 

there are some issues surrounding the interpretation of these results.  

  The first issue concerns the way touch events were handled by the experiment 

interface. As described earlier, sequences in the experiment were stored in a plain text 

file as lists of integers corresponding each of the four colours, with an accompanying 

list containing timing information of each touch event. It was not anticipated that 

participants might attempt to respond using two fingers simultaneously. At a late stage 

in the analysis it was noticed that in generation 5 of transmission chain B there were 

many sequences containing adjacent units that had identical timing information. 

Subsequent testing of the code revealed that attempts to respond with two fingers 

instead of one would result in the touch event being coded as two distinct events with 

identical timing information. This means that a participant responding with two-

fingered taps would only receive a 50% accuracy score even if they replicated the 
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sequence perfectly, and the next participant in the transmission chain would receive a 

sequence doubled in length. This can help explain the dramatic increase in length seen 

in this experiment (which was not observed in Cornish et al. (2013)), but it also calls 

into question the validity of the overall result. Searching the code showed that 

participant B5 was the only one to attempt to respond with two fingers in the entire 

experiment, but the data obtained from generations 5-10 of transmission chain B are 

thus invalidated: Participant B5’s scores are artificially low, B6 received sequences that 

were artificially long, and due to the nature of the experiment, subsequent generations 

all the way through to the end of the chain are also affected.  

  The second issue concerns the operationalization of the contextual cue. The 

experiment aimed to see whether cultural transmission could cause an incremental 

association to emerge between learned signals and variable cues in the environment as 

the result of a mnemonic pressure. It is an important theoretic precondition that the cues 

are simply cues, not standing in a prior meaningful relationship to other elements of the 

display. The contextual cue was in fact attached to the only part of the display that was 

arguably meaningful to participants: The button that participants used to signal the end 

of their answer had a functional significance to them, roughly ‘I am finished with my 

answer’ or ‘show me the next sequence’.  In this view, the button has a meaning for the 

participant which does not vary across the three conditions: Instead of three ‘potential’ 

meanings, participants were inadvertently presented with a single meaning represented 

by three forms. This is problematic for the interpretation of the results with respect to 

the theory that motivated the experiment. Given these two issues, it is difficult to draw 

firm conclusions regarding hypothesis C from the results obtained, but future work 

could remedy both of these issues fairly straightforwardly. In order to address the issue 

of participants giving responses using two fingers, participants could simply be asked to 
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use one finger only to respond. An alternate solution that is more robust against 

participant error would be to change the code so that two-fingered responses would be 

coded as a single tap. In order to address the second issue regarding the 

operationalization of the contextual cue, the experiment could be re-designed so that the 

cue is not expressed through the button shape. For example, three different soundscapes 

could be played to participants through headphones during the presentation and 

recording of the sequence, or some other visual feature of the interface could be 

changed, such as the visual texture of the buttons (different patterns for different 

conditions) or adding a variable coloured frame around the buttons. 

   

 5. Conclusion 

This dissertation reported the results of an experiment in the cultural evolution 

of non linguistic sequences. There were three motivating factors underlying the 

analysis. The first was to provide a replication of Cornish et al. (2013). My results 

replicate those obtained by Cornish et al., lending support to their observation that non-

linguistic sequences increase in structure and systematicity through the process of 

cultural transmission.  The second was an exploratory analysis of the rhythmic 

properties of participant responses, as this could have provided an additional dimension 

for further analysis in future work, but it appears that participants respond in an 

idiosyncratic manner that does not reveal the underlying structure contained in 

sequences. The main goal, however, was to provide the first empirical evaluation of a 

potential mechanism for introducing referentiality into musical protolanguage through 

mnemonic pressure, as described by Fitch (2010). Although the prediction that 

sequences would become cumulatively associated with contextual cues was not met, 

caution is encouraged regarding the interpretation of these data due to the issues 
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described above, and I remain optimistic for this line of investigation to yield positive 

results in future work. 
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 Informed Consent Form for Experimental Participants 
Please read the following information carefully. You can also request a copy for future reference.

Experiment:  Visual Sequence Learning
Experimenter: Asha Stewart (s1131349@sms.ed.ac.uk)
Supervisors: Simon Kirby, Monica Tamariz. 

Language Evolution and Computation Research Unit

DESCRIPTION: You are invited to participate in a research study that investigates the 
learnability of visual sequences. During the experiment, you will be presented with sequences of 
flashing coloured lights, and asked to reproduce them. Your responses will be recorded on a touch 
screen device and will be used to assess the learnability of the sequences presented.  
There are no known risks involved in this procedure. Beyond the remuneration that you will 
receive (£6), there are no benefits to participation.

TIME INVOLVEMENT: Your participation will take approximately 45 minutes.

SUBJECT’S RIGHTS:  Your participation is voluntary and you have the right to withdraw your 
consent or discontinue participation at any time without penalty. Your individual privacy will be 
maintained in all published and written data resulting from the study.

If you agree with the above-stated conditions and are willing to participate in the experiment, 
please sign below. By signing the form, you confirm that you meet the following conditions:

You are at least 18 years old.
You have normal colour vision.
You have read the above consent form, understood it and agree to it.

Name:
Date: 

Signature:

If you would like to be e-mailed with the results of the study, provide your e-mail below:
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Participant no:  ____

Please answer the following questions. This information is collected anonymously and has the sole purpose of 
helping us in our analysis of the experiment's results.

Demographic information 

 What is your age? 

 What is your sex?  m/f

 What is your native language? 

    Do you speak any other languages? Which ones, and for how many years?  

    Do you have any musical training (including dance)? If so, what instruments (or dance styles) and how many 
years? 

 

About the experiment 

5. What did you think the purpose of the study was? 

6. Did you notice any patterns in the sequences? 

7. What strategies did you use to help you remember the sequences? 

8.What did you do if you couldn't remember.?

8. Did you notice the shape in the centre of the screen changing?  Did you notice any relationships between 
shapes and sequences? 

9. Any further comments (was it fun, tedious, interesting, boring, etc)?
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Thank you for your participation in this experiment. The aim of the experiment is 
to understand how sequences are shaped by cultural transmission. The 
sequences that you saw during this experiment were actually the responses 
produced by an earlier participant*, and your own responses will be used as 
training data for a future participant. This mimics a kind of cultural transmission 
where people learn from others who have learned in the same way. Previous 
work shows that visual sequences like the ones you saw evolve through cultural 
transmission to become more learnable: The mistakes that people make can 
accumulate if they make a sequence easier to learn, with the result that initially 
random sequences become structured.  
 
The shape in the middle of the screen varied throughout the experiment. We are 
interested to see whether the presence of these shapes could have an effect on 
the path by which sequences become more learnable (will people use the 
shapes as an anchor to help them remember sequences, or is it easier to ignore 
the shapes altogether?)  We are also interested in the rhythmic patterns 
produced whilst tapping in responses, another measure of structure.  
 
If you have a friend who is likely to participate in the experiment, we kindly ask 
you not to share this information with them beforehand, as it may affect our 
results. Thank you. 
 
 
*Unless you were the first participant in a chain, in which case the sequences 
you saw were randomly generated.  
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